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Preface
by Haroon Sheikh
Senior Researcher at the WRR and endowed
professor Strategic Governance of Global
Technologies at Vrije Universiteit (VU), Amsterdam

Artificial intelligence or AI is
everywhere these days. Research has
been going on since the 1950s, but
in recent years AI has left the lab and
entered society. First AI was used by
big technology companies. Since
2017 national governments have been
presenting AI strategies and now
citizens and societal organizations are
getting involved.
In the report Mission AI, the
Netherlands Scientific Council for
Government Policy
(WRR) calls AI a ‘system technology’.
These are technologies that can
potentially be used everywhere,
continuously improve and, in
combination with other technologies,
lead to new innovation. In this way
they change society in a systematic

way. Think of the emergence of
electricity and the combustion engine.
The impact of system technologies
is large, lasts for decades and often
takes place in unexpected ways. This
makes it necessary to embed these
new technologies in society. Such
an embedding process consists of
various tasks related to perception,
functionality, societal involvement,
regulation and positioning of the
technology. I would like to highlight
two issues here.
The first is demystification and
is about perception. The rise of
AI is accompanied by too high
expectations, but also with unrealistic
visions of doom. Demystification is
needed to have a more realistic view
of the technology, to encourage ‘AI

wisdom’ so that we don’t rely on it
blindly or miss out on its opportunities
out of fear.
A second task is engagement and
requires involving civil society. Large
companies and governments have
the resources to use AI for their goals.
Societal parties stand up for all kinds of
interests and values of citizens, which
they must also be able to protect when
using AI. It is necessary that they learn
through engagement to ask the right
questions about AI.
Insight in AI is a very nice
and accessible way to shape
demystification and engagement
around AI. Enjoy reading!
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What are AI and
algorithms?
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The use of algorithms and
artificial intelligence (AI)
is ever increasing. Have

that data is sometimes used as a
singular and sometimes as a plural.
What do you think fits best?

you heard of the terms

Big data

below? They are very

We often speak of ‘big data’. This
type of data is large in volume,
varies in content and type, and can
change quickly. An example from
the healthcare sector is data on
age, gender, height, weight, average
weekly alcohol consumption, smoking
habits, chronic conditions, medical
treatments, test results and X-rays. All
these data can be stored in different
ways. Think of sound clips, videos,
written reports, images, graphs and
diagrams.

common, which makes it
important to understand
what they mean.
Data science
Today, large data sets are collected
for analysis in most scientific fields.
Science uses algorithms to extract
meaningful relationships and patterns
from data. These analyzes can help to
make decisions in various applications
within our society. By data we mean:
digital information. You may notice

Variables
Data can contain information

about many different variables.
These variables have their own
characteristics that are relevant to
answering a question. Attributes can be
numbers such as age, weight, height,
temperature or income. We then speak
of numerical data. Or characteristics
may fall into categories, such as eye or
hair color, ethnicity, field of work, or
hobbies. We then speak of categorical
data. Algorithms can use both
numerical and categorical data.

Using data
Worldwide, researchers, publishers
and funders of research have agreed
that scientific data should be available
to everyone as much as possible.
In this way, data is used optimally
and researchers can also check
each other’s experiments. Data is

5

stored according to the so-called
FAIR principles: Findable, Accessible,
Interoperable and Reusable. It also
takes into account privacy, sensitivity
and intellectual property rights. Read
more about this on the website of
the National Platform Open Science
(NPOS).

Algorithm
An algorithm is a series of
mathematical instructions used to
find patterns or make calculations.
You can compare an algorithm to
a recipe for a cake. Here you have
different ingredients that you have
to mix in a certain way for the right
result. Algorithms are used in AI to find
relationships between different data
sets.

AI
AI stands for artificial intelligence. AI is
a collection of algorithms in a system
that uses data and rules to make
judgments or predictions. In practice,
the term AI is often used for selflearning computer programs. These
are programs that use algorithms.
Based on results and through training,
the programs can adapt to get as close
as possible to the best result. The term
self-learning means that the algorithms
can carry out the instructions it has
received from humans, but cannot add
anything to it itself.
At the moment, only systems of socalled ‘narrow’ AI are used. In addition,
AI imitates intelligence, but is not yet
able to think for itself. The so-called
‘general’ AI, as we often encounter in

movies, is really still science fiction.

Model
A model is a form of AI, in which
different data and algorithms are
used to arrive at a complex outcome.
Classification models predict which
categories the data belongs to. Like
analyzing emails and predicting
whether they should be labeled “spam”
or “not spam.” Regression models make
numerical predictions. For example,
estimating how many people will die
from the flu by looking at how the virus
has spread in recent months.

Quality
The outcome of mathematical models
and AI depends on the quality of the
data. Conditions for good quality data
are:
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1.

The data are representative and
the sample is large enough;
2. The data collection is systematic
and standardized;
3. The data are solid and reliable: do
you measure what you think you
measure?
We will get into more detail below.

Representative
The amount of data available is almost
endless. How do you choose from
all that data what you need for an
algorithm? Asking the right question
helps. For example, if you want to
know how traffic jams arise during the
holidays, you want your traffic data to
be representative. It is obvious that you
choose data about highways and not
about traffic lights. But are you going
to look at all highways or do you make

a certain selection? How that selection
is made affects how representative
your algorithm will be.

Bias
Bias officially means prejudice.
In practice, you get bias when
assumptions are made. Making an
algorithm always requires assumptions.
And what assumptions you make is a
choice. It is virtually impossible that
choices are always objective. However,
choices can be made verifiable and
transparent. This makes bias visible so
that the algorithm can be adjusted.

conditions. With AI that is not
generalizable, the conclusion may only
help some groups, but not everyone.
This need not be a problem, as long
as it is clear for which groups the
conclusion is and is not valid.

Standardization
The data must be collected in a
standard way, so that the data can
be compared properly. For example:
comparing temperature measurements
from satellites to each other instead
of comparing data from satellites with
measurements from a thermometer.

Generalization

Reliable

AI is generalizable when the
conclusions of the set of algorithms
are true and applicable to the group
of people who meet the algorithms’

By reliability we mean how consistently
AI produces the result we seek, without
producing results we do not seek.
In practice, the AI must therefore be
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checked and tested, and adjusted
when necessary. Technically, reliability
can also mean that AI is able to
produce the same result every time.

Proxy
Sometimes it is impossible
or unrealistic to make certain
measurements, and researchers
can instead opt for a proxy.
Literally this means an ‘approach’
or ‘representation’. A proxy can be
used if it is scientifically proven and
demonstrably consistent with direct
measurements. So that you can trust
that proxy measurements match what
you want to measure. An example is
the growth ring in a tree trunk. These
say a lot about the situation in which
the tree grew. Thick growth rings
correspond to years of high growth

and thin rings correspond to years of
low growth. Trees grow faster in warm
and wet conditions. In this way, growth
rings can be used to approximate what
the temperature was in the past, going
back many decades. Another example
of a proxy is BMI (body mass index).
This is a ratio between height and body
weight and therefore does not directly
measure how much fat someone has.
The ratio corresponds very well with
body fat. The higher the BMI, the more
fat. Therefore, BMI is widely used as a
proxy for obesity.
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Why should I care?
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Algorithms and AI have
become unavoidable.
They are used in decision
making in many areas;
not only social issues, but
also in climate research,
energy transition
and healthcare.

There is a good chance that you
will have to deal with AI; in your
work, education, the news or in your
personal life. You may need to make
decisions about the use of algorithms,
or think about their opportunities and
risks. To do this in a responsible way, it
is important to understand how these
algorithms and AI work.
Insight starts with asking questions. But
what questions can you ask about AI to
gain the insight you need? We help you
with this by looking at a broad topic
such as ‘data science’ at three levels,
based on our main questions.

Question 1

Source: where do the
data come from?

Question 2

Analysis: what
happens to the data?

Question 3

Outcome: how
are source and
analysis used?
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What questions
can I ask?
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Insight starts with asking

Question 1

questions. But what

Source. Where do the
data come from?

questions can you ask
about the use of AI?
Inzicht-in-ai.nl helps
you to ask questions
that are relevant to you.
Plus, we will show you
why it is important to
ask those questions.
Using examples from different themes,
we break down complex topics into
small steps. We do this on the basis of
three main questions: source, analysis,
outcome.

For reliable AI it is crucial to use good
quality data. Without the right data,
the algorithm cannot make the right
analysis. In other words: ‘garbage in,
garbage out’.
How do you know if the data is ‘right’?
This depends on the goal of the
algorithm. Data that is great for one
application may be useless for another.
Hence the question: where does the
data come from? More information
about how the data was collected and
what it is representative of will help
you determine whether the algorithm
can be meaningful for your purpose.
You can think of an algorithm as a

recipe and the data as the ingredients.
If you want to make cake you need
eggs. Where do the eggs come from?
The color of the eggs does not matter
for the recipe, whether they are white
or brown. But whether it concerns
chicken eggs, quail eggs or ostrich
eggs is relevant. If your goal was to
find suitable eggs to paint, then color
would be relevant and size would
matter less.
Question 2

Analysis. What
happens to the data?
An algorithm executes a series of
instructions. If the instructions are
incorrect, so is the outcome. Hence,
we ask; what happens to the data? Put
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differently; what were the algorithm’s
instructions?
Instructions are based on human
choices and assumptions. The makers
of the algorithm must be able to
explain their choices. This is relatively
easy with a simple algorithm and
limited number of variables. The
makers provide rules and instructions
that the algorithm uses. With a selflearning algorithm it is already a lot
more difficult. In this case, the makers
do not provide the instructions, but
let the algorithm figure out which
variables together give the result. Yet,
here too the makers make certain
choices. They train the algorithm
with different data sets and thus
choose what the algorithm can and
cannot ‘learn’. They cannot see how

the algorithm learns, but they do
determine the quality, robustness and
how representative the data is.
Question 3

Outcome. How
are source and
analysis used?
AI makes it possible to analyze large
amounts of data and recognize
patterns. Next, you have to decide
what to do with the result. What
choices can you make based on the
source and analysis used?
If you are about to get on your bike, a
weather forecast that predicts 10mm
of rain will fall today isn’t very helpful.
You want a prediction of the exact
time and location of a shower. But for

a farmer, the amount of rain is much
more important, while the time of
the shower is less relevant. Different
algorithms will therefore be useful for
different purposes. It is important to
check whether the outcome fits the
purpose for which the algorithm is
used. By asking how data and analysis
fit the outcome, you gain more insight
into how well the algorithm works in
achieving your goal.

Who do I ask the question to?
Coming up with the questions you
need to understand something is
the first step. Asking the questions
and finding the answers is the crucial
second. But where do you go with
your question?
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Rule of thumb: Search as close to
the source as possible. So if you find
an article describing research from
a particular institute, take a look at
that institute’s website if you have any
unanswered questions.
Can’t find the answers on the website?
Scientists often enjoy talking about
their work and can easily be reached
via email to their institute. Do you
find this difficult? We at inzicht-in-ai.
nl are happy to help you on your way
and make the conversation between
science and society easier.
Do you have a question or do you want
to talk to an AI researcher?
Mail us at info@inzicht-in-ai.nl.
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DATA LITERACY- THEME 1

Society

Algorithms and AI are often used in our society. Think of
the timetable of public transport or the selection of your
favourite music. Keep reading for more examples.
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SOCIETY - EXAMPLE 1

Benefit fraud
Pieter works for the tax authorities. He must decide who is entitled to
childcare benefits and who is not. He is supported by a self-learning
algorithm. What questions can Pieter ask to check whether the algorithm’s
choices are correct?

Question 1

Question 2

Question 3

Source: Where do the
data come from?

Analysis: What
happens to the data?

Outcome: how are source
and analysis used?

What insight does
this provide?

The self-learning algorithm was
trained on data from 30,000 sample
files. Part of the files were handled by
officials who had determined them
to be ‘right’ or ‘wrong’. Another part
came from a ‘blacklist’ of potential
fraudsters, of whom it was unknown
whether they were ‘right’ or ‘wrong’.
This caused unrepresentative risk
assessment and made the algorithm
less reliable. Such selection bias can be
prevented by training the algorithm on
representative sample files, that were
checked to be either ‘right’ or ‘wrong’.

The algorithm used criteria based on a
list of indicators chosen by employees
of the department. Unfortunately, that
way human biases can be incorporated
into the algorithm. For example, the
characteristics ‘Dutch/non-Dutch’ and
‘income’ were seen as indicators for
fraud. To counteract this kind of bias,
criteria for selection must be verifiable
and public. This does not automatically
make them perfect or objective,
but it provides the opportunity for
adjustment and improvement.

In the Dutch ‘benefits affair’ there was
no mechanism to check whether the
risk assessment for fraud was actually
correct. As a result, thousands of
people were duped for years, without
the system being adapted. When using
self-learning algorithms, the outcome
should always be tested randomly.
So that the method can be corrected
when necessary.

Algorithms are a powerful
tool to analyze large
amounts of data. However,
the results must be
verifiable. By asking the
right questions, mistakes
can be avoided.
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SOCIETY - EXAMPLE 2

Taxi app
Sometimes it seems strange to taxi driver Mike. His working day is not
planned out by his employer, but by an algorithm that sends him from
customer to customer as efficiently as possible. What criteria does the
algorithm in the taxi app actually use to plan its journeys? And what could
he do if he wants to change that?

Question 1

Question 2

Question 3

Source: Where do the
data come from?

Analysis: What
happens to the data?

Outcome: how are source
and analysis used?

What insight does
this provide?

Taxi apps collect thousands of data
every day. Both drivers and customers
share their location and movement
data via the app. The system knows
where a driver is. But also what the
distance from the last customer to a
potential new customer is. Everything
is used to match supply and demand as
quickly as possible.

The taxi app uses an algorithm where
drivers move from one ride to another
as quickly as possible. The expected
time for the current trip is calculated
and the expected arrival for the next
one is already passed on. Here, choices
are made by the algorithm when
selecting the rides. It optimizes for to
have enough time to make it to the
next one, but not so much that the
driver is idle. The assumption here is
that both customer and driver want to
wait as short as possible.

The algorithm is set up to optimize for
scheduling as many rides as possible.
This way, drivers don’t have to spend
time finding new rides themselves. In
theory they can earn as much money
as possible and work continuously and
for a long time. In practice, drivers can
experience a great deal of pressure,
because they are constantly on call.
The algorithm could also be set up
so that drivers take more breaks.
This would give them better working
conditions.

Taxi apps make impressive
use of data to plan
efficient taxi transport.
The algorithm can be set
to allow drivers to make
as many trips as possible.
It can also be adjusted to
ensure sufficient breaks and
to prevent overworking.
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SOCIETY - EXAMPLE 3

Hate speech
Andor follows various social media and notices that comments are
sometimes filtered based on the language used. He is happy that there
is attention for rules of conduct online, but wonders how this works. AI
works well for language recognition, but how does Facebook decide
which comments are labeled hate speech and which aren’t?

Question 1

Question 2

Question 3

Source: Where do the
data come from?

Analysis: What
happens to the data?

Outcome: how are source
and analysis used?

What insight does
this provide?

Everything you post, share or write on
social media is stored as data. Recently,
researchers from Oxford and the Alan
Turing Institute created a database
of 4,000 examples. The database
is available to everyone worldwide:
Hatecheck. This dataset was developed
through a combination of 29 different
tests and manually determining
whether something is classified as hate
speech or not.

The researchers interviewed
employees of 16 different non-profit
organizations working on hate speech
online. Based on these interviews,
18 different types of written English
hate speech were defined, including
derogatory and threatening language.
In addition, 11 scenarios were defined
that can mislead AI. For instance vulgar
words in innocent statements or the
use of offensive language in protest
messages, so-called ‘counter-speech’.

The criteria were tested on three
commercial services that use content
moderation and collect responses
from their readership. One of the
conclusions was that hate speech
detection by AI still has many
challenges. If you moderate too little,
you will not solve the problem of
online discrimination and intimidation.
Moderating too much could censor
the kind of language marginalized
groups use to empower and defend
themselves.

It is difficult for AI to
identify nuances in
language and recognize
the context and intonation
of words. The dividing line
between censorship of hate
speech and protection of
oppressed groups is very
narrow.

18

SOCIETY - HIGHLIGHTS

1

3

5

2
4

1 Train table

4 Job application

The NS timetable is a good example of the added value of AI in complex problems.
Algorithms can make an efficient timetable much better than we humans can.

If you train an algorithm on data that mainly contains male employees, that algorithm
will also mainly select male applicants when recruiting. The algorithm makes social
prejudices visible, it does not introduce them itself.

2 Self-driving car
In 2022, self-driving cars will work as a combination of all kinds of different AIs. A
major challenge lies in the ethical dilemmas you encounter: how do we determine
whether the algorithm opts for the safety of a pedestrian or the co-driver?

5 Chess computer
Many were stunned when a chess computer defeated world champion Kasparov in
1996. AI trained as a chess computer can think through all possible chess scenarios
super-fast, but such an algorithm cannot play checkers.

3 Music recognition
Spotify uses different datasets from users and is constantly updating its AI models to
keep as many customers as possible happy and coming back. Spotify is thus pushing
the field of machine learning to optimize its own product.
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‘AI is everywhere
and widely used’

What do you think about
algorithms and AI?
Does this sound familiar? While the use of complex technology such as
AI increases, our modern communication seems to be getting shorter
and shorter. How much can you explain in a tweet of two lines or in a few
seconds of video? For example, statements about the technical possibilities
of AI are sometimes complete contradictions. What do you think about AI?
Machine learning algorithms are often called ‘AI’. They are used in many different ways
and widely applied. But self-learning is not the same as intelligent. A truly intelligent
algorithm does not yet exist.

‘AI is in its infancy and
can hardly do anything’

AI researcher Professor Antal van den Bosch of the
Meertens Institute (KNAW) is one of the scientists who is
fascinated by this topic. What is intelligence and how do
you ‘make’ it? “I often see some form of deep or general
intelligence being attributed to algorithms that have at
best learned one task very well. In my view, this has more
to do with marketing than it actually says anything about
the intelligence of the algorithm. Real intelligence as we
recognize it in people, is something we will not be able
to replicate for a long time. How long will it take? Well,
we are really just getting started. If we ever succeed, it
will certainly take decades.”
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DATA LITERACY- THEME 2

Health

Algorithms and AI are often used around our health
and care. Think of fitness apps on your smartwatch or
research into better diagnoses. Keep reading for more
examples.
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HEALTH - EXAMPLE 1

X-ray
Research-physician Jin is working on a self-learning algorithm that recognizes
bone fractures on X-rays. The algorithm works extremely well and extracts
90% of the photos with fractions. For some hospital departments, that
percentage is even higher. Before Jin shouts the success from the rooftops,
he wonders how the algorithm learned this. What exactly does it recognize?

Question 1

Question 2

Question 3

Source: Where do the
data come from?

Analysis: What
happens to the data?

Outcome: how are source
and analysis used?

What insight does
this provide?

When training the algorithm, Jin
used as many X-rays as possible from
different departments of the hospital.
An algorithm does not ‘see’ a photo as
a whole as we do, but as a collection
of pixels of different intensities. The
data for the algorithm therefore does
not consist of a stack of photos, but is
instead a long series of numbers from
which the algorithm must learn to
extract the relevant information.

With ‘black box’ AI, an algorithm learns
itself which information in the data
is relevant. It is trained with a variety
of photos marked as “bone fracture”
or “no bone fracture.” The algorithm
learns to recognize patterns in this
way. After the training phase comes
the testing phase. For a series of new
photos, the algorithm chooses the
category itself. It is unknown exactly
which pattern was learned. If Jin
opts for ‘explainable’ AI, the learning
process is divided into steps and the
algorithm shows which pattern it
recognizes at each step.

Jin’s ‘black box’ algorithm turns out to
be very good at recognizing photos
with bone fractures. However, Jin
discovered through explainable AI that
the recognized pattern has little to do
with the medical data in the photo.
In the emergency room, fractures are
relatively common, and photos are
taken in a slightly different way. This
pattern is recognized by the algorithm;
different background, position, etc.
To be useful in finding fractures, the
algorithm must learn to ignore the
department-specific pattern.

To estimate the added
value of a machine learning
algorithm, it is useful to
ask about how it has been
trained. Explainable AI can
provide additional insight
into the training process,
making the outcome of the
algorithm more reliable.
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HEALTH - EXAMPLE 2

Smartwatch
A healthy habit; Jamai goes for a run a few times a week and uses an app
on his smartwatch to track his heart rate and the length of his run. He also
gets a discount on his health insurance thanks to the app. Jamai is happy
with the discount, but wonders what the insurer will do with all his data.

Question 1

Question 2

Question 3

Source: Where do the
data come from?

Analysis: What
happens to the data?

Outcome: how are source
and analysis used?

What insight does
this provide?

Data from smartwatch apps can be
collected in different ways.
• By observation: the data of all users
who have given permission is stored.
This data is therefore passively obtained
and can be analyzed afterwards.
• By selection through a designed
experiment. The researchers select the
type of participants in advance based
on their research question and actively
approach them to participate.
In the first way, a lot of data can be
collected with little effort. The second
way takes more time and effort.

When a health insurer analyses data
collected through observation, they
must take into account that these data
do not provide a complete reflection of
society. After all, the data comes from
a specific group. Namely; people who,
for various reasons, use a smartwatch
app. The active way of collecting data
through selection takes more time
and effort, but gives more chance of
an objective answer to the research
question. Because that way, also
people who would not otherwise use a
smartwatch app are investigated.

The health insurer concludes that
people who use a smartwatch app are
healthier and therefore may receive
a discount on their health insurance.
This may be true. However, based
on observation data alone it is not
possible to know whether the use
of smartwatch apps makes people
healthier. To establish a cause-effect
relationship, data from a representative
group of people is needed.

The data collected by
apps can contain valuable
information and provide
clues about people’s health.
Health insurers with good
intentions need to keep
asking themselves: Does his
smartwatch actually make
Jamai healthier?
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HEALTH - EXAMPLE 3

ICU alarm
A ‘Checklist app’ is used in the intensive care unit (ICU) of the hospital where Joyce works.
The app supports doctors and nurses. The algorithm in the app indicates and keeps track
of how much and which medication a patient receives. For example, when a patient needs
extra pain medication. The algorithm then advises on the type and the dose, based on
personalized data. The app gives Joyce clarity on the one hand, and on the other, she is
uncertain how reliable the algorithm is.

Question 1

Question 2

Question 3

Source: Where do the
data come from?

Analysis: What
happens to the data?

Outcome: how are source
and analysis used?

The algorithm uses data to make
choices in the checklist. Two types
of data are involved; the patient’s
data (such as weight, age, underlying
conditions) and the data used to
create the algorithm (such as scientific
research, available drugs). For both
types, choices were made about which
data will and will not be used. For
example, whether socio-economic
status such as income or origin of the
patient is relevant. Or how recent the
data from scientific studies must be.

An algorithm is a series of calculations,
where each next step depends on
(adjustable) settings. These settings
are made by humans and are based
on assumptions and choices. For
example, it must be decided together
with doctors which liver function is
appropriate for which dose of pain
medication. By setting these steps as
completely as possible, an algorithm
is created that takes many different
medical aspects into account. An
algorithm with the right settings and
relevant data supports the doctors and
nurses in the ICU.

The Checklist app helps Joyce and
her colleagues make decisions about
ICU patients. The algorithm provides
personalized information based on
choices and settings made in advance.
This reduces the chance of human
errors or mistakes. It is important
to gain insight into the data that
has or has not been used, and the
assumptions that have been made.
Adjusting settings in response to new
insights is crucial when using this app
responsibly.

What insight does
this provide?
An algorithm is humanmade and offers support in
making choices. It remains
important to regularly
check how reliable the
settings are and whether
there are factors that
need to be adjusted. This
is where humans and
computers complement
each other.
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HEALTH - HIGHLIGHTS
5

1

4
3
2

1 Corona detector app

4 Intake

The CoronaMelder app warns you if you have been near an infected person, provided
that person also uses the app. A tricky situation; the app won’t work until enough
people use it, but people won’t use it until they know it works.

The analysis of patient data such as DNA and medical history, helps to develop new
therapies or medicines. The challenge is to standardize data collection, for example at
patient intake. This way, quality and reliability are guaranteed and data can be properly
compared.

2 Diagnosis
A diagnostic algorithm, developed to detect skin cancer in photos of skin samples,
turned out to be better than doctors at this. Great, but the algorithm was trained on
photos of mostly fair skin and works poorly at detecting skin cancer in colored skin.

3 Smoothie
Analyses show that people who often drink green smoothies are healthier. Are
the smoothies the cause of better health (causation) or is it a predictive factor
(correlation)? Do people who are involved in a healthy lifestyle, drink green smoothie
more often?

5 Chemotherapy
When looking at data on the risks of breast cancer treatments, chemotherapy
seems very dangerous; these patients live shorter lives than after radiation. Abolish
chemotherapy? Rather not. It is precisely this that works in aggressive types of cancer,
where patients would otherwise live even shorter lives.

DATA LITERACY- THEME 3

Energy

Algorithms and AI are often used in the transition from
fossil fuels to sustainable energy. Think of the smart
meter in your home or the control of a windmill. Keep
reading for more examples.
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ENERGY - EXAMPLE 1

Nuclear power
Politician Wim looks into energy transition. How can the Netherlands best
generate electricity without using fossil fuels? He wonders why nuclear
power is not a viable option according to the predictive models of TNO,
the Dutch organization that conducts independent, applied scientific
research into, among other things, the energy transition.

Question 1

Question 2

Question 3

Source: Where do the
data come from?

Analysis: What
happens to the data?

Outcome: how are source
and analysis used?

What insight does
this provide?

TNO uses predictive models with cost
optimisation. This makes it possible
to assess the costs and technical
characteristics of a wide variety of
energy transition scenarios. The
algorithms in the model use data about
the costs and technical characteristics
of many different technologies.
Nuclear energy is one of the
technologies included in the model.

The cost optimisation model is used
to see how we can achieve a goal
such as climate neutrality at the lowest
possible cost. In all scenarios of this
model, it appears that electricity from
solar and wind plays a major role. A
scenario supplemented with nuclear
power appears to be less optimal. The
job of the algorithm is to select for
affordability. For that reason, the model
does not opt for, more expensive,
options with nuclear energy.

Giving priority to cost efficiency, this
model looks at how the Netherlands
can best generate electricity in a
climate-neutral future. Does this mean
that nuclear energy is excluded from
for (ideological) reasons? No, quite
the opposite. It is up to politicians like
Wim to decide what to do with the
outcome of the TNO models. The
financial aspect is only one of the
considerations in the decision process
of energy transition.

More knowledge of the
selection criteria of a
predictive model provides
more insight. In this case
the main criteria involved
optimizing costs. This gives
Wim insight into how to use
the outcome of the model.
It allows him to balance his
decision.
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ENERGY - EXAMPLE 2

Smart meter
Ravi lives with his children in a house with a smart energy meter. The
meter keeps track of how much power their electrical devices use and
when. Ravi can see that through an app. He sometimes wonders; who else
has access to that data and what is it used for?

Question 1

Question 2

Question 3

Source: Where do the
data come from?

Analysis: What
happens to the data?

Outcome: how are source
and analysis used?

What insight does
this provide?

Smart energy meters collect large
amounts of data, all day every day. The
energy meter measures the level of
electricity and gas consumption at any
time of the day. In the app you can see
exactly how much energy you have
used and when; your usage data. Data
about your type of home, your address,
and personal data are also collected, to
make sure that the data you see in the
app is yours.

The app provides insight into your
energy consumption. It only shows
data without applying analysis to it.
However, the digital collection of data
does make it possible to conduct major
analyzes and to recognize patterns.
Analyzing the consumption data of
all energy meters provides insight
into how certain neighbourhoods, or
perhaps even people, have arranged
their lives. What time do you get up
and what time do you go to sleep?
Your energy consumption provides
insight.

It is useful to look at your own
consumption, but it is not self-evident
for this data to be accessible to others.
This type of privacy-sensitive data must
be handled with care. For example
through strict rules for collecting and
storing data, so that personal data is
separated from consumption data.
When energy consumption data are
combined and pooled they cannot be
linked to your own home. In this way
you ensure that the source of privacysensitive data is used responsibly.

Ravi benefits from seeing
his usage data. To protect
privacy, it must be clear
who can view which data.
Insight into whether and
how personal data is linked
to consumption data is also
important.
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ENERGY - EXAMPLE 3

Natural gas free
Brechtje is a municipal official in the Sustainability department. She’s
working on a plan to get neighborhoods off natural gas. To become
natural gas-free, there are a number of challenges. For example the level
of insulation, affordability and alternative heat sources. These challenges
are different for every neighbourhood. Models help Brechtje, but what
information do they use and how?

Question 1

Question 2

Question 3

Source: Where do the
data come from?

Analysis: What
happens to the data?

Outcome: how are source
and analysis used?

What insight does
this provide?

A model that calculates how a
neighborhood can become natural
gas-free uses a lot of data. Data such
as the type of homes, rent or purchase,
level of insulation, location for solar
panels and options for heat networks,
for example. Moreover, Brechtje has
to choose exactly which data she
uses. Take year of construction versus
energy label; information about the
year of construction of a house is
reliable, but says little about the energy
label. Energy labels provide more
meaningful information about a home,
but are often outdated.

Making choices and making
assumptions are an important part
of building a model to find the most
efficient way to become natural gasfree. For example, choosing to look
at the year of construction, means
assuming that modern homes are
better insulated than old ones. If you
opt for feeding the model with data on
energy labels, the assumption is that
this information provides a sufficient
picture of the current situation. It is
important to carefully consider and
record these assumptions.

Which assumption Brechtje chooses,
affects the outcome of the model.
When using energy labels, for example,
she already knows that the data can
be outdated. The current situation has
improved in many cases. How much
insulation is still needed, may therefore
be overestimated. As a result, natural
gas alternatives may seem less feasible
than they are. The same problem
occurs, but to a greater extent, when
choosing the year of construction.

A mathematical model can
help Brechtje on her way,
but it is only one of the
necessary studies to arrive
at a solution.
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ENERGY - HIGHLIGHTS
3

1

4

2

1 Solar panels

3 Wind mill

On a sunny summer afternoon, solar fields produce maximum. This peak load is a
problem for the electricity grid; the grid can become overloaded. Algorithms that
combine weather forecasting and electricity consumption help to anticipate and
prevent overload.

There is a lot involved in generating wind energy. Algorithms that control windmills
take into account, among other things, much or little wind, sun or cloudiness (to
prevent cast shadows) and stop themselves when bats or migratory birds fly past.

2 Energy labels

4 Smart grids

Energy labels are valid for 10 years and updating in between is not mandatory. As a
result, data on energy-efficient homes is often behind the times. How does research
into energy poverty (households that spend a large part of their income on energy)
deal with this?

Smart meters are well established, but how many smart devices do you have? Using
algorithms and AI, use can be coordinated, so that, for example, your smart washing
machine switches on when your solar panels produce a lot of power, and your car
stops charging when it’s cloudy.
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‘Algorithms are
objective’

What do you think about
algorithms and AI?
Does this sound familiar? While the use of complex technology such as
AI increases, our modern communication seems to be getting shorter
and shorter. How much can you explain in a tweet of two lines or in a few
seconds of video? For example, statements about the consequences that
the use of algorithms can have on our society are sometimes complete
contradictions. What do you think about algorithms?
By using an algorithm to make a choice, you can be sure that the decision was not
based on human emotion. The algorithm knows no emotion. The algorithm will make
the choice the same way every time. It is reproducible and traceable, properties that
we associate with objective.

‘Algorithms
are full of
prejudices’

But which numbers the algorithm uses and which choices are made based on certain
numbers? Those settings come from people. Based on these settings, the algorithm
makes assumptions. Making those assumptions transparent and assessing how (un)
desirable they are, is again a task for people. Precisely because an algorithm makes
reproducible and traceable choices, it is possible to reveal and – more importantly –
remove prejudices.
Professor Sennay Ghebreab is an AI scientist at the University of Amsterdam and works
on developing AI so that it promotes equality in society: “How do we ensure that AI
does not make the same mistakes as we do? This is the question that is central to my
work. Humans live and learn in a world full of assumptions, which consciously and
unconsciously contain certain prejudices. It is precisely a technology such as AI that
makes it possible to hold up a mirror to our society and expose those prejudices. Only
when we make them visible can we start working on solving them. So that we can
ultimately ensure that AI does not make the same mistakes as we do.”
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DATA LITERACY - THEME 4

Climate

Algorithms and mathematical models are used to gain
insight into our climate. Think of the formation of clouds
or predicting how much the sea level will rise. Keep
reading for more examples.

32

CLIMATE - EXAMPLE 1

Below sea level
Mounir is looking to buy a house. His dream home is located in a region
below sea level. With a 30-year mortgage in mind, Mounir wonders
whether it is wise to buy this house. If sea levels continue to rise, won’t the
entire region be under water in a few years?

Question 1

Question 2

Question 3

Source: Where do the
data come from?

Analysis: What
happens to the data?

Outcome: how are source
and analysis used?

What insight does
this provide?

Data for climate models are a
combination of physical ‘certainties’
and variables that depend on
‘uncertainties’. Certainties are, for
example, how molecules react to
temperatures (water always freezes
at 0℃). An uncertainty is, for example,
how much CO2 will be emitted in 50
years. These data are combined in a
predictive model. This creates a picture
of the effect of the ‘uncertainties’ on
the climate and on sea level rise.

What will happen tomorrow is
unknown, but that the sun will rise is
certain. Certain laws of physics will still
apply in 100 years. A predictive model
combines ‘certainties’ with factors that
are known to be uncertain. The more
factors, the greater the number of
possible outcomes. By having models
calculate all these different scenarios,
researchers gain more insight into the
most likely scenarios. In this way, the
predictions become more and more
reliable.

Predictive models show a range of
possible outcomes for the climate. For
example, there is great certainty that
the sea level will rise, but to which
extent exactly is more uncertain. After
all, this partly depends on factors that
will come into play in the future and
which are currently unknown. In the
Netherlands we now take into account
a sea level rise of 30-80cm in the year
2100 in the most optimistic scenario.
And up to 1.2m in the least favorable
case. In both cases, the rise greatly
increases the risk of flooding.

Predictive models give
a range of possible
outcomes. It is certain that
the sea level and the risk
of flooding will rise, but
by exactly how much is
uncertain. Mounir’s future
house is affected by this
risk.
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CLIMATE - EXAMPLE 2

Weather forecast
Ella works at the KNMI where she makes the most accurate weather
forecasts possible. This works very well, but is never 100% accurate.
She often gets questions from people. Tomorrow’s weather is already
uncertain. So how can we know that the climate is changing and that
global temperature is rising?

Question 1

Question 2

Question 3

Source: Where do the
data come from?

Analysis: What
happens to the data?

Outcome: how are source
and analysis used?

What insight does
this provide?

Weather data and climate data have
many similarities. For example, both
use temperature, humidity, ocean
and air currents. The big difference
is the time scale. Climate models use
data that show what the weather was
like centuries ago, such as tree rings
and carbon dating. Weather models
use data from short term events. For
example, they focus on clouds and
temperature differences between
layers of air. For climate, these
individual events are not relevant.
Climate concerns the average effect of
cloud cover in the longer term.

Weather and climate models are
complex. They take into account many
different influences. The daily course
of the sun has a major influence on the
weather. A winter day gets fewer hours
of sunshine than a summer day. So is
it colder? Not necessarily. A weather
model looks at a specific place and
time. For climate, local, daily or
seasonal changes count less. Climate
models do not predict the weather,
but the effect of this weather on the
situation on Earth, such as the average
temperature and sea level.

A weather model contains parameters
that consist of certainties and
uncertainties. For example, air currents
and wind directions can be predicted
fairly well, but the formation of clouds
is much more unpredictable. Therefore,
tomorrow’s weather forecast in your
city is not always accurate. However,
this weather has very little influence
on the climate in 100 years. For this,
models use more stable factors and deal
with other types of uncertainties. For
example, tomorrow’s weather may be
more difficult to predict than a global
temperature rise of 1.5°C.

Predictive models that
calculate the weather use
different types of data than
models that calculate the
climate. For both models,
an approach is chosen
that suits the question and
where the reliability of
the outcome is as high as
possible.
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CLIMATE - EXAMPLE 3

Volcanic eruption
Climate scientist Asha is working on mathematical models that combine
many factors to predict the climate. Volcanic eruptions are not factored
into the models that she uses. Yet, Asha knows that volcanoes contribute
to climate change by releasing CO2, ash and other substances.

Question 1

Question 2

Question 3

Source: Where do the
data come from?

Analysis: What
happens to the data?

Outcome: how are source
and analysis used?

What insight does
this provide?

Climate models use different types
of data, for example about the
composition of the atmosphere and
temperature of ocean and land. Also,
a lot of data is collected after volcanic
eruptions. Such as how much ash is
released, how it spreads and which
other substances end up in the air and
on land.

The change in the atmosphere and
its effects on the climate can be well
predicted for volcanic eruptions using
climate models. For example, based
on the size of the eruption and the
composition of the ash. After all, the
models already take these kinds of
factors into account. However, the
models do not have the data to predict
when and where a volcanic eruption
will take place.

Climate models can mimic the
consequences of a volcanic eruption,
but cannot predict when they will
occur in the future. This would create
a great deal of uncertainty in the
model. Therefore, Asha chooses not to
include them in predictive models. She
involves these kinds of defined events
when they occur or have happened. In
this way, a scenario is updated based
on current events, and the model itself
becomes more powerful.

It is very important for Asha
to understand the effect
of volcanic eruptions. This
allows her to incorporate
them into her predictive
models. The outcome of
her models becomes more
reliable by choosing its
criteria carefully.
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CLIMATE - HIGHLIGHTS
2

3

1

5

4

1 Temperature

4 Tree rings

Did you know that it is easier to predict the temperature for a large area? The smaller
the area, the more difficult (less accurate) this becomes. For example, a global 1 degree
increase can be modeled better than the local temperature in your home town next
week.

How can you find out how much it rained 200 years ago? A well-researched and
tested example is the measurement of tree rings. Every year a ring is added, and in wet
years the ring is thicker because the tree grows more.

2 Clouds
They have a huge influence on the weather, but are still one of the biggest challenges
to forecast and model. Clouds reflect modelable weather effects and are therefore not
included in climate models themselves.

5 IPCC report
Impressive scientific collaboration; the IPCC report is made by scientists all over
the world, with a focus on data exchange, critical openness and a lot of complex
mathematical models.

3 Satellite measurements
Which sounds more accurate to measure temperature; a satellite or a thermometer?
Both use indirect measurement, with advantages, disadvantages and sensitivities.
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‘Predictive models
can tell the future’

What do you think about
algorithms and AI?
Does this sound familiar? While the use of complex technology such as
AI increases, our modern communication seems to be getting shorter
and shorter. How much can you explain in a tweet of two lines or in a few
seconds of video? For example, statements about the reliability of models
sometimes seem like complete contradictions. What do you think about
mathematical models?
A model uses algorithms to calculate how data influence each other based on many
different large data sets. The precise values in the calculations – called weights or
parameters – are adjusted so that the results of the model correspond as closely as
possible to the results registered in the dataset. The algorithm learns to recognize
patterns in the data, based on which it can predict more accurately what the correct
outcome will be. The model therefore uses data from the past to find out certain
‘rules’ or connections. It can then apply these rules to make predictions about future
scenarios.

‘Predictive models
are speculative
and unreliable’

Its strength lies in the fact that the model can discover and use complex relationships.
Of course, even a very complex model is never so complete that it contains all
variables. Predicting the entire future with certainty is impossible. Machine learning
algorithms do not guarantee that they will learn complete and correct patterns. For
example, self-driving cars used to confuse the full moon for an orange traffic light, and
completely new situations can also be problematic for algorithms. Diverse and reliable
data sets are therefore important to make it more likely that the algorithm and thus the
model are also more reliable.
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Researcher Stefan Buijsman is working on providing insight into AI. “With self-learning
algorithms that learn from large amounts of data, it is often unclear why they give
a certain outcome. Why does the model mark one person as a fraudster and not
another? Due to the many calculations that precede it, learned from the data, we
cannot give a good answer. So we are developing new techniques, using ‘explainable
AI’, in which we try to tell why the algorithm gives that answer. That brings responsible
AI a step closer. With more transparency about algorithms, we gain more insight
into the choices and how acceptable they are. For example, we hope that with more
information there will be more control over the use of algorithms.”

Dr Cynthia Liem also works as a researcher on techniques that can strengthen
our trust in AI. “AI systems are based on mathematics and computer science. The
‘language’ of mathematics and computer science is much more rigid than the
language used by people. So we have to pay close attention to whether problems
that people express do have enough nuance in data, algorithms and AI. In services like
Spotify and Netflix, recommendation algorithms, which automatically try to suggest
what you as a user would like, are crucial. This is often based on ‘engagement’; how
often people watch an item. But that can also lead to unforeseen incentives, where
clickbait would be the ultimate type of content. I think we want to see more than that,
don’t you?”

Do you have a question or do you want to talk to an AI researcher?
Mail us at info@inzicht-in-ai.nl.
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About us
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Inzicht-in-ai.nl helps policymakers,
researchers, CSO’s and individual
citizens ask questions to better
understand AI. Because if you have
more insight into the use of AI, you can
make better decisions.
At the same time, inzicht-in-ai.nl
encourages scientists who work on AI
to involve society more in their work
and to anticipate societal questions
about the use of large data sets and
algorithms.

Inzicht-in-ai.nl is run by Susan van Erp
and Mariëtte Oosterwegel and started
under the working title Datawijsheid.
The project was made possible in part
by the KNAW, as the host organization
of the former Samenweten. Inzichtin-ai.nl builds on the content of
Sense about Science’s Data Science:
a guide for society and is temporarily
financed by Elsevier. Elsevier aims to
make scientific information available
worldwide to help users gain insight
and make critical decisions.

We provide scientists and other groups
in society with concrete tools for open
communication about AI. In doing so,
we hope to create more mutual trust
between science and society and to
increase public understanding of the
use of AI.

This website was created with the
help of countless AI experts and other
interested parties. They have provided
us with thought provoking examples
and critical questions. This way of
co-creation has greatly benefited both
scientists and non-scientists.

Design
Schwandt Information Design,
Leon de Korte,
Kristiaan der Nederlanden.

Development
Burg, Burg.
Would you like to participate or do
you want to know more? Contact us
or follow us on LinkedIn, Twitter or
Instagram.
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